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THREE KINDS OF SOFTWARE, AND WHERE PYRANA SITS

Systems of record

Software that keeps track. People do all the work.

Copilots and chat tools

Software that helps one person at a time. The 

result depends on that person's skill and on what 

they thought to ask.

Agentic applications: PYRANA

Software that carries the work. Agents do the 

analysis inside an application built around the 

process; people decide inside it.

HOW IT WORKS: EVERY APPLICATION IS CONFIGURATION ON ONE PLATFORM

Month-end close Contract review Order exceptions + the next one

SHARED ONCE, REUSED BY EVERY APPLICATION

Business 

knowledge

System 

connections

Identity and 

permissions
Approval rules Audit record

PYRANA HARNESS: ONE RUNTIME FOR EVERY AGENT RUN

Durable
Saves each step. Resumes after a 

crash or a long approval wait.

Any model
Chosen per application. Your keys, 

your data, no training.

Governed
Identity, approvals, limits, and the 

record enforced on every call.

WHAT MAKES IT DIFFERENT

Outcome driven

Applications, not a text box. Shaped around the 

task, so results depend on the process, not on who 

is prompting.

Compounding scale

Every application accelerates the next. 

Foundation and business knowledge are shared, so 

each one builds on the last.

Risk mitigating

Guardrails outside the model. The platform 

enforces permissions, approvals, and limits; every 

action has an audit-ready history.

The hard part is already built. Each application is configuration on top: the process, the pages, and the knowledge, not the plumbing.
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Pyrana Platform Architecture Overview

PYRANA
Platform architecture
1 cortIQ context engine
2 Connections
3 Agents
4 Workflows
5 Applications
6 Application state
7 Security and governance
8 Code
9 Models and hosting
10 Observability
11 Build
12 Release

YOUR SYSTEMS OF RECORD

ERP HR

CRM Commerce

Inventory Documents

Risk Tickets

Data lake SaaS

They stay the record.
Pyrana works on top,

reads and writes back.

2

CONNECTIONS

APIs
any REST or HTTP service

Databases
SQL and ODBC sources

Tool servers
MCP, both directions

Files
documents and drives

Identity
as the person, or a service

Write-back
results where teams work

12

PACKAGE, RELEASE, DEPLOY

Versioned releases
the owner activates each

11

BUILD

By conversation
copilot designs and tests

In code
SDKs and MCP

Versioned configuration
every change a new version

COLLABORATIVE CONTEXT LAYER
1

cortIQ CONTEXT ENGINE what the company knows

Sourced
every statement cited

Connected
related knowledge

Versioned
history kept

Governed
who may change it

Four kinds of knowledge, shared by every application

Definitions Observations Rules Procedures

Change the knowledge, the results change. No code change.

3

AGENTS
Specialists
own tools and skills

Finish checks
done means verified

4

WORKFLOWS
Hierarchies
level by level, to the top

Durable runs
wait, resume, retry

8

CODE
Tested code
named data calls, scripts

Numbers by code
agents write words

5

HUMAN + AI APPLICATIONS

Pages and copilot
one unit a business owns

Roles and scopes
each person sees their part

6

APPLICATION STATE

Plans and decisions
where no system has a home

Extensions
add what the business needs

10

OBSERVABILITY

Every run and tool call
step by step

Cost and lineage
of every result

9

MODELS AND HOSTING
Models

Right model per agent
from approved providers

Safeguards

Retries and failover
runs keep going

Budgets and limits
steps and calls capped

Hosting

Your environment
managed, or your cloud

Per-client deployment
own environment and data

PEOPLE

BUSINESS USERS

BUILDERS

OPERATORS

OTHER ASSISTANTS

AUTOMATION

Scheduled
daily, weekly, custom

API-driven
other systems call

Background
no prompt needed

7

SECURITY AND GOVERNANCE, AROUND EVERY BLOCK

Company sign-in
your single sign-on

Fine-grained access
per app, entity, role

Approval by a person
policy decides when

Audit trail
who, what, when, why

Tenant isolation
each client separate

use, teach, approve

triggers runs

Built once. Configured per application.

zoom zoom

zoom

zoom
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5 HUMAN + AI APPLICATIONS

7 ONE GATE, ACCESS IN LAYERS

Company sign-in
the company's single
sign-on; each client
kept apart

App
membership
only members of the
App can use it

Roles
what each role may
do in the App

Only their
entities
each person sees
only the entities they
may; the rest is
absent, not refused

Approval by a
person
calls that change
things wait for a
named group to
approve, as the policy
says

Ask Identify Check access Run Publish Record

WHERE PEOPLE AND SYSTEMS COME IN

Pages and copilot
the App's pages, built from
Pyrana's page components,
with a copilot beside each
that acts as the person

Personal pages
a page a person asks for, built
and governed like any other;
read-only for now

API and MCP
other systems, and any
assistant acting as the user

On a schedule
runs that start without
anyone asking

WHAT IT KEEPS

Versioned results
every output kept as a
version; read by pages,
people and agents within
their access
One audit record
who did what, when, through
which door

7

12 RELEASED IN STEPS

Push
the configuration becomes a
fixed version; nothing
changes yet

Activate
the App's owner switches
everyone to the new version

Deploy
the pages ship on their own,
separately governed

Roll back
the App's owner can switch
everyone back to an earlier
version

WHAT IT BRINGS TOGETHER

Agents
specialists, each
in one governed
loop

Agents zoom →

3
Workflows
durable runs that
fan out to agents
per entity

Workflows
zoom →

4
Data and
calculations
named data calls
to the company's
systems (REST,
ODBC, MCP)

Code zoom →

2 8
cortIQ
knowledge
the company
knowledge the
App starts with,
and searches
during a run

1
6 APPLICATION STATE

Extensions
the business's
own service, in
the same cluster,
behind the same
gate

Plans and
decisions
kept where no
other system has
a home; people
and agents
change them only
through the App

Every door passes the same gate,
the same access layers and the same approval policy

agents, workflows, data, knowledge

plans and decisions

later, if needed

5 HUMAN + AI APPLICATIONS

Apps: full-stack applications, not just agents
Pyrana runs whole business applications, not just agents: the pages people work in, who they are, what they may see and do, and the agents, data and results behind them. People and agents work over
the same pages, data and results, through one gate.
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3 AGENTS

GUARDRAILS

Budgets and
limits
a capped number of
steps

9
Approval by a
person
policy decides which
calls wait for a
human

7
Right model per
agent
one per agent, from
approved providers;
not switched mid-run

9
Checked as it
writes
an output in the
wrong shape goes
straight back to the
agent to fix

Acts within its
access
acts as the person or
the App that started
it, within their access

7

Admit Plan Act Observe Validate Publish

EVERYTHING IS A FILE One way in data, knowledge, earlier results and colleagues' results all reach the agent as files; large data stays out of the
prompt

WHAT IT IS GIVEN

Instructions
its job, in plain language

Playbooks and
examples
read when needed, not
stuffed in the prompt

Skills
reusable know-how shared
across agents, loaded on
demand

Required outputs
shapes its results must follow

WHAT IT LEAVES

Versioned results
what pages, people and other
agents read

The record
every step, tool call and
token, traceable

10

WHAT IT CAN USE

1 CORTIQ

cortIQ
knowledge
company
knowledge, every
statement with its
source

1
2 CONNECTIONS

Data sources
company systems
and approved
outside APIs;
numbers come
from the source

2
Tool servers
MCP servers the
company
approves

2
Approved
addresses
only
only approved
addresses; no
plain HTTP,
private networks
or redirects by
default

2
8 CODE

Code
named data calls
and scripts; its
own Python only
in a sandbox
Code zoom →

8
PUBLISHED BEFORE

Earlier results
what was
published before,
within its access

WORKS WITH OTHERS

Helpers
hands part of the
work to named
sub-agents

Colleagues'
results
results of the
agents it waited
for, for the same
entity or the ones
below it

Workflows
zoom →

4

next turn

not yet: back to work

↺ Plan, Act and Observe repeat,
turn after turn,
until Validate accepts

configuration

saves and reads

3 AGENTS

Agents: specialists that work inside the Pyrana Harness
Every agent runs the same governed loop. Configuration decides what it knows, what it may use and when it is done.
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Workflows: durable runs that fan out to agents
A workflow decides who works, in what order, what waits for what, and when a person checks. The Pyrana Harness keeps the run going until it finishes.

▶ Unpack from the platform picture ▶ Walk a run ▶ Fold into its configuration Show all ⌂ Platform

Unpack grows this view out of block 4 on the platform picture; Walk a run goes through the steps one click at a time and lights what each step uses; Fold shows it is all one configuration.

◀ Back

1 HOW IT STARTS

On request
a person starts it from a page, for the
entities they choose

On a schedule
daily, weekly, any calendar

From another system
another system calls it through the
API

2 WHAT IT ACCEPTS

Checked inputs
a missing or malformed input is
rejected before any work starts

Which entities
an entity is whatever the work is for: a
company, a store, a project

4 HOW THE WORK IS SHAPED

Side by side
independent agents work at the same time, for every entity

One after another
an agent starts when the ones it needs are done

Up the hierarchy
entities roll up level by level (for example store, region, the whole
business)

A lead and its specialists

5 HOW IT WAITS

For the whole level
the next level starts when every entity below is done

Each parent for its own
a parent starts as soon as its own entities are done

A person reviews between levels
the run pauses until someone approves the next level

6 DURABLE RUNS

Waiting is normal
a run can wait for data, a
helper or a person, then
continue

Automatic retries
a temporary failure in the
run is tried again

Rerun one entity
fix one failed entity without
starting over

Who may start it
only people with access to
the workflow

general only

7 WHAT IT PRODUCES

Versioned results at every level
every entity at every level publishes
its own

The run's record
every entity and agent run, with
retries in its history

3 ONE RUN

Every task in Fan out is an agent run with its own governed loop

Start
a person, a
schedule or
another
system

→

Check
inputs
rejected here
if wrong

→

Plan the
work
one task per
agent and
entity

→

Fan out
agents run
side by side

→

Wait and
roll up
levels follow
levels

→

Finish
every task
done, results
published

starts it

shapes the tasks waits as set

publishes
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Code: numbers by code, words by agents
The figures people rely on are computed by tested code the agents call: named data calls and scripts. The agents write the words.

▶ Unpack from the platform picture ▶ Follow a number ▶ Fold into its configuration Show all ⌂ Platform

Unpack grows this view out of block 8 on the platform picture; Follow a number goes through the steps one click at a time and lights what each step uses; Fold shows it is all one configuration.

◀ Back

1 WRITTEN AHEAD, TESTED

Named data calls
a query or an API call, written and
tested ahead; the agent only fills in the
parameters

Scripts
when a query is not enough, or the
data comes from an API; deterministic,
the same input gives the same output

Prepared before the agent starts
fixed fetches and transformations run
first, so the agent begins with the data

Extensions
the business's own services that hold
an App's state and rules

opens app zoom ▸

3 CONTROLLED

Reads and writes
declared
each data call says
whether it only reads
or changes
something

Approval by a
person
writes wait for
approval when the
policy says so; free-
form SQL always
does, if offered

Approved
addresses only
calls go only where
the connection
allows; credentials
stay with the
platform

Limits per call
a limit on rows on
every call; on
warehouses, a limit
on the data a query
may read

Rules checked at
run time
a revoked connection
or changed policy
stops the call

4 WRITTEN BY THE AGENT

Python in a sandbox
the agent may write its own code to explore; it runs in a
separate service on copies of the files, and only output
files come back

Guided by its instructions
an agent can be told to use only the tested data calls

5 WHERE IT RUNS

Separate workers
data fetching, file extraction and code each run apart
from the agents

Automatic retries
a temporary failure in the code sandbox is tried again
before the agent sees an error

6 RESULTS AS FILES

Files, not rows
the data stays out of the prompt;
large sets are fine

7 WHAT YOU CAN TRACE

Every figure to its source
the query results are kept with the
analysis, unchanged

2 FROM SOURCE TO SENTENCE

Code computes the figures; the agent reads them and writes the words

Fetch
a named
data call

→

Prepare
scripts and
fixed steps

→

Compute
formulas in
code, not in
the model

→

Hand over
results as
files

→

Write
the agent
writes the
words

→

Keep
query results
published
next to the
analysis,
unchanged

called by name

optional: its own Python

runs apart

files

kept
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